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Myths and urban legends

Everyone knows about modern myths, also known as urban legends.

· Don’t flash your high-beams when flashed while driving at night – the other vehicle will turn around and kill you as a gang-initiation ritual.

· Little Susie is 6 years old, has a terminal illness, and needs expensive therapy.  A certain philanthropy will donate $1.00 for her treatment for every e-mail sent to the e-mail address included in this note.  Please forward this to everyone you know.  Hurry, time is running out!

· The U.S. Congress is considering regulating the Internet and imposing fees for its use.  A non-existent U.S. Senator (who is really a Canadian member of parliament) has submitted a bill (to the Canadian parliament, not the U.S. Senate) proposing exactly this, and even though the bill clearly uses Canadian legislative nomenclature, the U.S. Senate (or House) is close to approving it.  Send an e-mail to your senators to stop this travesty from passing into law!  Please forward this to everyone you know.  Hurry, time is running out!

· The dude on top of the World Trade Center, who was photographed in a winter coat on an 80-degree morning at the top of the North Tower with an airliner approaching right behind him, 45 minutes before the observation deck on the South Tower is opened for tourists.  The camera was found in the rubble and instead of selling it to CNN for a million dollars, it was e-mailed to friends instead.

There are numerous ways to debunk these myths, not the least of which is to simply stop and think carefully about them.  There are websites like http://www.snopes2.com for urban legends and the Symantec Anti-Virus Research Center is useful for debunking computer virus scares at http://www.sarc.com.

Oracle technology has its own mythology as well, rivaling anything the ancient Greeks ever devised.  For example:

· “select count(1)” is faster than “select count(*)”, because enclosing a literal instead of the wildcard character prevents an expansion to include all columns, consuming more computing power, purportedly.

· CHAR datatypes are more efficient to use than VARCHAR2 datatypes because CHAR are fixed-length and VARCHAR2 are variable-length.  It takes less computing to process fixed-length data, as everyone knows, goes the reasoning.

· All tables and indexes should be “re-org’d” periodically to improve performance.

· All tables and indexes perform best when everything is compressed into a single extent.
As with all myths, these have an element of plausibility about them, so they are accepted without further question.  However, like the urban legends listed above, these Oracle myths also do not stand up to scrutiny.

Some are easier to debunk than others.  For example, on the CHAR-VARCHAR2 myth, it should be noted that both datatypes are stored and processed in exactly the same manner.  Oracle implemented the variable-length VARCHAR2 datatype first with the name of CHAR, prior to the SQL92 standard that defined CHAR as a fixed-length datatype.  In Oracle7, the existing CHAR datatype was renamed to VARCHAR2 and the semantics of the new CHAR datatype were added for compatibility.  But the fixed-length CHAR datatype still includes a one- or three-byte length field in the column, just like VARCHAR2.  In other words, it is physically implemented exactly like VARCHAR2.  For verification, use the ALTER SYSTEM DUMP DATAFILE command or simply use the Oracle SQL function “DUMP()” on columns to display the length and data fields.

However, some myths are not so easy to debunk and require more extensive proof.  One example of this is the myth that segments (tables and indexes) should consist of only one extent.

Space Management in Oracle

There is a myth that having multiple extents in tables and indexes hurts performance in Oracle.  Purportedly, having only a single extent (or at least a small number of extents) for every table and index will somehow help optimize SQL statement performance.  This assertion is mainly based on the idea that packing all data into a single extent optimizes I/O performance by having all database blocks contiguous to one another, thus minimizing disk head movement, or something like that.

Also, having all data packed into a single extent eliminates the vague bogeyman threat of tablespace fragmentation, which is also supposed to be bad for SQL statement performance, somehow.

Last, packing all data into a single extent is also supposed to make a database easier to manage.  This is not an issue surrounding database performance, but database administrator performance, presumably.

As it turns out, all of these assertions are completely incorrect.  Let’s dissect each one of them in turn.

The illusion of contiguity

Please note the fact that while space may appear contiguous in Oracle datafiles, and database blocks may appear to be physically adjacent to one another on disk, this is almost never the case (except on very small systems, such as laptops).  On today’s high-performance systems, there are generally multiple levels of interleaving in the file system as well as in the volume management (i.e., RAID).  For example, it is incorrect to visualize a sequential scan of database blocks in terms of a disk head following a track on a platter.  Due to RAID-0 volume striping in storage-array hardware or in the volume management software, what appears to be a contiguous range of database blocks in an Oracle datafile is actually scattered evenly over numerous disk devices.  Even if RAID-0 striping is not in use, there is still the fact that file-systems in UNIX, NT/2000, and VMS have their own method of allocating space.  The creation, removal, growth, and shrinkage of files in these file systems guarantees that space, which is represented to an application program like Oracle as contiguous, is not.

Whenever anyone starts to use terms like disk rotation, head latency, or any terms that describe the actual physical operations of direct-access storage devices (a.k.a. DASD or “hard disk”) as justifications for storage management in Oracle, it is imperative to follow these steps:

1. Find a large metal pot capable of holding at least one gallon of water and fill with water.

2. Place the pot of water on a table or tall stool, situated between yourself and the person using the terms mentioned above.

3. Facing the person, with the pot of water between you, seize them by the ears, pull their ears toward you and downwards until their face is immersed in the water.

4. Repeat step 3 until you no longer hear the offending terms.

Database blocks that appear adjacent to one another actually are not that way on disk.  It may have been true on the extremely simple systems of 15 to 20 years ago, but today it would only be true on small workstations, desktop PCs, or laptop PCs.  Medium and large servers simply do not work that way today.

Anyway, even if they do, it still doesn’t matter!  Consider the types of I/O calls made by Oracle.

I/O operations in Oracle

There are only four types of I/O issued by Oracle processes:

· Random-access single-block reads:  used by server processes performing indexed access on datafiles for queries.
· Random-access single-block writes:  used by the DBWR process(es) when flushing blocks from dirtied buffers in the Buffer Cache in the SGA to the datafiles.
· Sequential multi-block reads:  used by server processes performing FULL table-scans on datafiles for queries, by backup processes on datafiles, and the ARCH process as it reads the online redo log files for archival.  The size of this is controlled by DB_FILE_MULTI_BLOCKREAD_COUNT for server processes.  ARCH has its own settings for its I/O sizes.
· Sequential multi-block writes:  used by the LGWR process as it writes redo data from the Log Buffer in the SGA to the online redo log files, by the ARCH process as it writes archived redo log files, and by server processes performing direct-path (a.k.a. APPEND) inserts of blocks to datafiles.
When this myth refers to performance, we are probably talking about the performance of SQL statements, which refers to Oracle server processes.  Looking at the bulleted list, only random-access single-block reads, sequential multi-block reads, and sequential multi-block writes involve server processes.  Respectively, these I/O operations represent indexed-scans on indexes and tables, FULL table-scans, and direct-path inserts.

How could the number or size of extents affect these I/O operations?

Extents

Oracle is not designed to allocate space database block by database block.  Managing space at such a granular level would prove too cumbersome.

Neither did Oracle impose on application designers and database administrators the requirement to accurately estimate total space required for all segments upon creation.  While this arrangement would certainly have been the most efficient at run-time, eliminating all space management processing, it would have resulted in unforgivable situations in either extreme.  Either an object would be undersized and the system would have to halt for maintenance, or the object would be over-sized and resources would be wasted.

Oracle chose the middle ground, to allocate space in extents, which are contiguous groups of database blocks, to allow segments to start small and grow as needed, infrequently enough to avoid processing overhead.

Extents and performance of random-access single-block reads

Since random-access single-block reads operate only on individual database blocks, addressed directly (not sequentially), there is no possible impact that the number or size of extents of database blocks can affect the performance of this operation.  The concept of extents is completely irrelevant to these types of operations.  Therefore, the size and number of extents has absolutely no impact on the performance of indexed operations against indexes or tables.

Extents and performance of sequential multi-block reads and writes

The performance of multi-block reads and writes can be impacted somewhat by very small extents.  However, there is absolutely no impact on performance due to the number of extents.

If DB_FILE_MULTIBLOCK_READ_COUNT is set to 16 and the number of blocks in the extents of a table is less than that value, we obviously won’t be reading 16 blocks at a time, as intended.  The same is true for writes.  This might reduce performance slightly; since we will need to perform more read or write I/O operations against a given number of blocks.

Similarly, if the number of blocks in the extent are only slightly more than the DB_FILE_MULTIBLOCK_READ_COUNT value, the performance of multi-block reads and write might be affected, albeit very slightly.  This would be due to the effect of occasional multi-block read or write requests being shorter than the requested number, due to encountering the boundary of an extent.

As a result, large tables that are scanned using FULL table-scans frequently should have extents that are sized larger than 8 to 10 times the size of DB_FILE_MULTIBLOCK_READ_COUNT times DB_BLOCK_SIZE.  The solution for this extremely marginal and debatable potential performance problem is easily resolved by increasing the sizes of the extents.

If the table in question is not frequently FULL table-scanned, or if the table is small, then it just doesn’t matter, does it?  You can’t just look at the table in question and determine whether there is a problem.  You have to observe a problem as it occurs, instead of conjecturing.
Summary

The number of extents has absolutely no impact under any circumstances.  The size of extents might have a slight impact only in a limited set of circumstances, which is an issue that is easily addressed if encountered.

So, the assertion that the number or size of extents adversely affects the performance of SQL statements is false and should be disregarded.

Tablespace fragmentation and performance

There is an idea floating about that fragmentation of extents in a tablespace also adversely affects SQL statement performance.

What is tablespace fragmentation?  If segments (table, cluster, or index) in a tablespace are scattered into numerous extents of different sizes in such a manner that free space is hacked into unusable bits, then tablespace fragmentation (specifically free space bubbling) is said to have occurred.

But one has to ask two questions:  1) How does this affect SQL statement performance if we already know that the size and number of extents has no impact?  And 2) How does free space bubbling affect SQL statement performance?

Well, the answer to the first question is the same as above:  there is absolutely no impact on SQL statement performance from the number of extents and very slight and limited impact on performance from the size of extents.

The answer to question two is much more subtle.  If you think about it, bubbling or anything involving the unused free space of a tablespace cannot impact SQL statement performance in any way.  After all, SQL statements don’t touch unused blocks.

But certain SQL statements, namely INSERTs, will occasionally cause automatic extent allocations as the segment grows.  The operation of new extent allocation has an obvious requirement that sufficient free space exists.  If free space has been fragmented into little tiny bubbles of space, none of which is large enough for the extent being allocated, it might take an extensive search of free space to find the necessary space.  If space cannot be found, the extent allocation operation fails, along with the INSERT operation that caused it.

So, tablespace fragmentation does not have any impact on I/O in the tablespace involved.  Rather, it may slow down free space search operations on the extent map stored in the data dictionary in the SYSTEM tablespace.  As a matter of fact, tablespace fragmentation has nothing to do with tablespaces and everything to do with the extent map table in the data dictionary.

Resolving tablespace fragmentation

Eliminating this adverse side effect of tablespace fragmentation is quite simple:  use uniformly sized extents.  If all extents in a tablespace are the same size, then any free space gaps in the tablespace will likewise be the same size.  Thus, the situation of not being able to find free space quickly will never arise.

If it is not possible to enforce uniform-sized extents, the problem can be minimized using the MINIMUM EXTENT feature added in Oracle8 v8.0.  With this feature, the smallest allowable extent size is specified in a CREATE TABLESPACE or ALTER TABLESPACE command.  No extents smaller than that size will be permitted, and any extent sizes larger than the specified value must be a multiple of that value.  Having extent sizes that are multiples of one another will not eliminate the free space search problem, but it will minimize it in most situations.

The advent of locally-managed tablespaces in Oracle8i solves the problem of tablespace fragmentation and free space searches on many levels, not the least of which is enforcing uniform-sized extents.  Without going into any detail, using locally managed tablespaces instead of the older mechanism of dictionary-managed tablespaces completely resolves all problems involving tablespace fragmentation.

Summary

So, tablespace fragmentation does not affect I/O performance at all.  However, for INSERT operations in particular, it can have an adverse impact on the performance of extent allocation operations.

Database management and numbers of extents

The last major assertion about the evils of having segments with too many extents is that it supposedly makes database administration more difficult.  But, once again, let’s apply some critical thought to that assertion.

If optimal database administration involves attempting to consolidate all data for all segments into a single extent, what responsibilities does that impose on the database administrator?

For one thing, it imposes the ability to see into the future unerringly, because it requires the database administrator to know how big that segment is eventually going to grow all they way to the end of its lifecycle.  If anybody is smart enough to foresee that, I don’t think they would waste their time as an Oracle database administrator!

Second, it imposes on poor imperfect DBAs the responsibility for reorganizing or rebuilding any segments that exceed one extent, to compress all the data back into a single extent.  There are a large number of vendors who make a good living selling expensive database management products that promise to make that job easier.  I don’t expect to make any friends in debunking that entire industry, but it needs to be done.

As we discussed earlier, there is absolutely no validity to the claim that fewer extents improves SQL statement run-time performance.  Nor is there any validity to the claim that more extents degrade SQL statement run-time performance.  The number of extents should not be a problem for any database management system software, since it is designed to organize and track large amounts of data.  When you have a table containing billions of rows of data, what problem could it be to track a few hundred extents for a few thousand segments?

So, since maintaining a single extent for all objects has no benefit, what is the benefit of enforcing and maintaining it as a policy?  More to the point, it should be clear that attempting to enforce and maintain this policy could be expensive as well as futile.

Rather, it makes more sense to use extents as they were designed.  Use uniform-sized extents to eliminate or minimize any possible tablespace fragmentation issues, and let the object grow naturally.  Size the extents so that allocation operations happen infrequently; that is, no more than a few hundred times during the lifecycle of the object in question.  This requires only rough estimation of the eventual final size of the object, rather than the exact calculation necessary to fit into a single extent.

Managing space in this fashion makes life much easier.  Life is too short to attempt the impossible, especially when there is no benefit.

In what ways is the number of extents bad?

There are some disastrous consequences to allowing the number of extents grow into the thousands and beyond.  All of these consequences are due to the design of dictionary-managed tablespaces only; so utilizing the feature of locally managed tablespaces is one way of avoiding the problem.

Having dozens or hundreds of extents for each segment is not a problem.  However, when the number climbs into the thousands, tens of thousands, or hundreds of thousands, bad things happen if you are using a dictionary-managed tablespace.

Extent maps

In the header of every type of segment, there is an extent map, a list of all extents, including the data block address of the first block and their length in blocks.  Until Oracle7 v7.3, this extent map was limited to a single database block itself, requiring limits on the size of the extent map based on the database block size.

	Database block size
	Pre Oracle7 v7.3 maximum MAXEXTENTS value

	512
	25

	1024
	57

	2048
	121

	4096
	249

	8192
	505

	16384
	1017


The maddening thing was that you could set the MAXEXTENTS parameter to whatever you wanted, but at run-time you would get an error if you exceeded these limits.

Starting with v7.3, the syntax MAXEXTENTS UNLIMITED became available, and values of MAXEXTENTS exceeding these limits became effective.  The extent map itself became extensible, spilling over into additional segment header blocks as needed.

While this enhancement rid the world of one problem (i.e. hard limits on MAXEXTENTS), it spawned another.

Dictionary-based extent management

Extent maps are stored in the segment headers of segments.  Every time an extent is allocated or de-allocated, the extent map in the segment header records the change.  The extent map in every segment’s header is the official record of extent management.

That arrangement works for each individual extent.  When you want information about extents, go to the segment header.

But what about overall tablespace space management?  Let’s say that you are a server process that is tasked with adding another extent to a segment.  If the extent maps in all of the segment headers were the only mechanism tracking extents, you would have to find and query all of the segment headers in the tablespace, then sort and collate the results, in order to find some unused space in the tablespace.

In a neat display of a common data-warehousing technique, Oracle replicates the extent map information in all segment headers to a table named UET$ (used extent table), owned by the SYS schema, to the data dictionary.  This table forms the basis for the data dictionary view DBA_EXTENTS.

However, finding the gaps implied by the entries in UET$ would still require quite a bit of processing, so Oracle stores the converse information, which extents in a tablespace are still unused, in a table named FET$ (free extent table), also owned by SYS and stored in the SYSTEM tablespace in the data dictionary.  This table forms the basis for the data dictionary view DBA_FREE_SPACE.

So, whenever Oracle allocates or de-allocates an extent, a lot of things have to be updated: the extent map in the segment’s header, the UET$ table, and the FET$ table.  Those are just the data structures in data files; the row cache in the Shared Pool of the System Global Area in shared memory also has to be updated.  Because extent information is being replicated to so many places in the data dictionary and elsewhere, space management operations must be single-threaded or performed one at a time.  To accomplish this, there is a single session lock or enqueue named “ST” (for space transaction) that must be acquired by a server process that wishes to allocate or de-allocate space anywhere in the Oracle database.  If there are a lot of processes that wish to allocate or de-allocate extents, the processes all queue in first-come, first-served order, to wait for their turn to acquire the ST session lock.

As long as space transactions complete quickly, this single-threaded processing via the ST enqueue or session lock does not cause performance problems by bottlenecking multiple sessions.

But there are some situations that can cause each space transaction to become slower, which has a disastrous effect on overall throughput.  For each incremental increase in the elapsed time to process a single space transaction, an exponentially greater decrease in overall transaction processing throughput will occur, a basic fact of queuing theory.

Local extent management

Starting in Oracle8i, the new feature of locally managed tablespaces became available.  As with dictionary-managed tablespace, extent maps are still stored in the header of the segment, and the extent maps are the main repositories of information about extents for that segment.  But we still have the problem of finding free space globally across a tablespace.

Locally managed tablespaces (LMT) do not replicate their extent information to the data dictionary, to the UET$ and FET$ tables.  Instead, they replicate the information to a bitmap segment that is located at the header of the datafile in which the extent is located.  So, the information is still replicated, but it is replicated locally to a repository assigned to each datafile.  For a very large database, there might be hundreds or thousands of datafiles, thus hundreds or thousands of repositories of replicated extent information.  The key here is this information is now decentralized, instead of being centralized for the entire database in the data dictionary.

Why is this good?  For one thing, the bit mask operations used to search the bitmap repositories are much faster than the recursive SQL statements used to search the FET$ table.  The bit mask operations used to set an extent as used or free are also faster and more efficient than recursive SQL statements inserting and deleting from the UET$ and FET$ tables.  So, to make a long story short, the space management mechanisms underlying locally managed tablespaces are simply more efficient.

But the more important improvement is the removal of a bottleneck in the data dictionary.

When a server process is seeking free space in which to add a new extent, it does not care about space available within other tablespaces.  It is only concerned about space available within the relevant tablespace.  So, the size of the FET$ table and its associated indexes is no longer an issue.

Also, when server processes are manipulating space in different tablespaces, it makes no sense for them to block each other.  The single global ST session lock does just that.  With locally managed tablespaces, server processes manipulating space in the same tablespace might block each other briefly, but server processes manipulating space in different tablespaces no longer block each other.  The ST session lock is not used.

Summary

When using locally-managed tablespaces, there is little to worry about in terms of free-space searches The bit masking search operation against localized pools of extent information makes free space searches efficient, regardless of the number of extents, unlike searching a single centralized cluster in the SYSTEM tablespace.

When using dictionary-managed tablespaces, however, the number of extents becomes an encumbrance when you exceed a few hundred or one thousand.

The solutions to these problems are easy:

· Use locally managed tablespaces if using Oracle8i or above.

· Remember the story of King Midas:  never ask for anything in unlimited quantities – you just might get your wish.  Using the MAXEXTENTS UNLIMITED clause is not wise; always use a finite number (any finite number) with the MAXEXTENTS clause.

Overall summary of the myth

Myths endure because they sound plausible.  The myth of too many extents in Oracle space management has endured based on out-of-date understanding of I/O subsystems and file systems, overly simplistic reasoning, and possibly the greed of vendors and consultants purveying database management tools and services.

The facts are that it is just not a problem.  In the small number of situations where there may be a problem, it is easy to resolve.
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